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Abstract—Computation offloading enables resource-limited
users to delegate resource-intensive processing tasks to more
powerful edge devices (workers). In doing so, a major concern
is to protect the privacy of sensitive data against untrusted
devices. In this work, we propose a secure computation offloading
framework to address this challenge. To enable adaptability to
resource heterogeneities across the workers, we then propose
a hierarchical combinatorial neural multi-armed bandit mecha-
nism for secure computation resource allocation. Our framework
provides information-theoretic privacy guarantees for both the
sensitive user data and computation results, while minimizing
system latency of secure computations in the presence of hetero-
geneous resource availability. Our experiment results show that
the proposed framework achieves 3× faster task completion time
compared to conventional secure offloading baselines and is 13×
faster than local processing at the user.

Index Terms—Secure computation offloading, coded comput-
ing, information-theoretic privacy, neural bandits.

I. INTRODUCTION

Edge computing leverages decentralized compute resources
to enable high-performance computing at the network edge.
By utilizing powerful edge devices (workers), rather than
depending on user devices with limited computational capabil-
ity, edge computing can significantly reduce data-processing
latency [1]–[5]. This is particularly important for applications
that require real-time processing and decision-making, such as
autonomous vehicles, smart grids, and Internet of Things.

A major challenge in computation offloading is protecting
the privacy of sensitive user data, as offloading may allow
adversaries to access sensitive user data or computation results.
While secure multi-party coded computing mechanisms have
been widely studied to address this challenge [6]–[8], the
current focus primarily relies on parties with homogeneous
resources, while adaptable secure computing frameworks un-
der heterogeneous resources is still underexplored. Recently,
resource-aware secure multi-party computation offloading has
been explored for linear computation tasks [9] in the context
of linear matrix multiplication, by leveraging the well-known
Shamir’s secret sharing mechanism [10].

Motivated by the recent emergence of complex computa-
tional tasks in modern applications such as machine learning,
in this work we study resource-aware secure multi-party com-
putation offloading for higher order polynomial computations
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(generalizing linear matrix multiplication). We consider the
scenario where a resource-limited edge user (data-owner)
offloads computations to a group of untrusted workers. In
doing so, the user wishes to minimize system latency (task
completion time) by adapting the secure offloading mechanism
to the heterogeneous communication and compute capabilities
of the workers. To that end, we first introduce a scalable
privacy-preserving computation offloading mechanism mo-
tivated by our recent secure coded computing framework
Double Lagrange Coding (DLC), which advances state-of-
the-art secure coded computing frameworks by reducing the
communication and computation complexity for higher-order
polynomial computations [11], [12]. This mechanism enables a
resource-limited user to securely offload an encoded version of
its dataset to a set of worker devices which are equipped with
higher computation capabilities. Each worker then performs
computations on the coded dataset (as opposed to the clear
dataset), which ensures the information-theoretic privacy of
both the data and computation results against any set of up to
T adversarial workers, who may collude with one another. The
user then collects the coded (local) computation results from
the workers to reconstruct the true computation results. DLC
enables scalable computation loads for intensive computation
tasks, by reducing the minimum number of workers required
to perform higher-order polynomial computations.

To adapt the secure computation load of each worker to the
heterogeneous communication and computation resources, we
then propose a hierarchical combinatorial neural multi-armed
bandit (MAB) mechanism. The proposed bandit mechanism is
inspired by the recent advances in neural bandits [13], [14],
which have demonstrated superior performance to conven-
tional linear contextual bandits in complex decision making
tasks. In this work, we propose a hierarchical neural bandit to
jointly optimize worker selection and per-worker computation
load to minimize end-to-end system latency.

The proposed framework ensures information-theoretic pri-
vacy guarantees for both the dataset and computation re-
sults. In our experiments, we have tested our framework by
implementing a state-of-the-art polynomial neural network
architecture (PiNets) [15], and evaluated the performance in
terms of both cumulative regret and system latency for a neural
network inference task. Extensive experiments demonstrate
that the proposed framework significantly reduces the task
completion time compared to both conventional multi-party
computation offloading baselines and local computation at the
user, by up to 3× and 13×, respectively.
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resource-limited user
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Fig. 1. Secure computation offloading.

II. PROBLEM FORMULATION

We consider a wireless computation offloading scenario
illustrated in Fig.1, where a resource-limited user offloads
computations to M edge servers (workers). The user has a
local dataset X ∈ Rl×d1 , where l denotes the total number of
data samples and d1 denotes the number of features for each
sample, respectively. The user wants to evaluate a degree-r
multivariate polynomial function F (Xi) ∈ Rd2 for i ∈ [l] by
offloading the computations to the workers, where Xi denotes
the i-th data sample, i.e., row i of X.

We consider a two-phase offline-online communication sce-
nario, where data-agnostic operations such as randomness
generation can be carried out in a delay-tolerant offline phase
when the network load is low [12]. During the offline phase,
we assume the existence of secure point-to-point links between
the user and each worker, where no eavesdropper can learn the
transmitted messages. Data-dependent operations are carried
out in a delay-sensitive online phase. During the online phase,
adversaries can eavesdrop on any communication link between
the user and workers.

Threat model. We consider a passive (honest-but-curious)
adversary model, where adversaries do not modify the pro-
tocol but may attempt to learn additional information about
the dataset and computation results from the messages they
observe. We assume that any set of up to T < M workers
may be adversarial, who may collude with each other.

Main problem. Our main goal is to enable secure
computation offloading while minimizing the end-to-end task
completion time under resource heterogeneities. As the data-
agnostic offline operations can be carried out in advance
when network load is low, our focus is on minimizing the
online (data-dependent) computation time. To do so, the user
initially selects a subset of workers S ⊆ [M ] to offload
the computations. Then, secure coded computation offloading
operates in three stages:

1) Dataset offloading: Initially, the user sends a masked
dataset X̂ to the selected workers. The goal of dataset
masking is to prevent the workers from learning the true
value of the dataset.

2) Worker computing: After receiving the masked dataset
X̂, each selected worker locally computes the function
F (·) (without observing the true dataset X), and sends
their results back to the user.

3) Decoding final results: After receiving the local compu-
tations from the workers, the user recovers the desired
computation F (Xi) for each data sample i ∈ [l].

Our goal is to find the optimal worker selection and com-
putation allocation strategy to minimize the end-to-end online
task completion time,

min

(
tO + max

i∈S
tWi + tD

)
(1)

where tO denotes the time cost of the dataset offloading stage,
which includes generating the masked dataset X̂ and sending it
to the selected workers, tWi denotes the time cost for the local
computation stage at worker i, which includes computing the
function F (·) and sending the result back to the user, and tD

denotes the time cost of decoding the computation results at
the user. In doing so, the information-theoretic privacy of the
dataset and computation results should be preserved against
any set of T adversarial workers, which can be denoted by
the following mutual information condition,

I(X, {F (Xi)}i∈[l]);A|F ) = 0 (2)

where A denotes the collection of the messages observed
or generated by the adversaries, which includes all online
communication between the user and workers (honest or
adversarial), offline (point-to-point) messages received by the
adversaries from the user, and the messages generated by the
adversaries in online or offline phases.

To satisfy the information-theoretic privacy guarantees from
(2), secure coded computing mechanisms mainly operate in a
finite field, where the dataset X is converted to the finite field
using a simple unbiased stochastic quantization mechanism
[7], [11], [12]. In the following, we also assume that all
operations are carried out in a finite field Fp of integers
modulo a large prime p, and let X represent the finite field
representation of the dataset. Due to space limitations, we refer
to [12] for the details of this conversion. We next introduce our
secure computation offloading framework to solve (1) under
the information-theoretic privacy guarantees from (2).

III. SECURE COMPUTATION OFFLOADING WITH DOUBLE
LAGRANGE CODING

In this section, we introduce our secure computation of-
floading framework. Our framework is motivated by the recent
secure computing mechanism DLC [11], [12], which achieves
an order or magnitude improvement on the communication and
computation complexity for complex machine learning tasks
compared to conventional secure coded computing baselines.
On the other hand, the original DLC framework is designed for
a decentralized peer-to-peer communication setup with homo-
geneous resources, as opposed to our computation offloading
task with heterogeneous resources. Our secure offloading
framework consists of the following phases.

A. Offline Phase

The offline phase consists of randomness generation and
takes place in advance when network load is low. During this
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phase the user can communicate with each worker through a
secure point-to-point communication link.

Initially, the user and workers agree on two sets of public
parameters, {αj}j∈[M ] and

{
{βi}i∈[r(K+T−1)+1]

}
K∈[K]

from
Fp, where K ,

⌊
M−1

r − T + 1
⌋

and αj 6= βi for all j, i.
For each K ∈ [K], the user generates two sets of random

masks1 R1, . . . ,RK ∈ F
l
K×d1
p and U1, . . . ,UK ∈ F

l
K×d2
p ,

where each element is generated independently and uniformly
at random from Fp. The user then encodes the random masks
using two Lagrange interpolation polynomials,

R̃j =

K∑

k=1

Rk

K+T∏

i=1,i6=k

αj − βi
βk − βi

+

K+T∑

k=K+1

Vk

K+T∏

i=1,i6=k

αj − βi
βk − βi

∀j ∈ [M ], (3)

and,

Ũj =
K∑

k=1

Uk

r(K+T−1)+1∏

i=1,i6=k

αj − βi
βk − βi

+

r(K+T−1)+1∑

k=K+1

Mk

r(K+T−1)+1∏

i=1,i6=k

αj − βi
βk − βi

∀j ∈ [M ], (4)

where VK+1, . . . ,VK+T ∈ F
l
K×d1
p and MK+1, . . .,

Mr(K+T−1)+1 ∈ F
l
K×d2
p are random matrices with each

element generated independently and uniformly at random in
Fp. Finally, user sends the encoded masks R̃j and Ũj to user
j ∈ [M ] through the secure point-to-point communication link.

Key intuition: The two encoded masks will later be used
by the user in the online phase to hide the true values of the
dataset and computation results from the adversarial workers.
The first mask R1, . . . ,RK will hide the true value of the
dataset, whereas the second mask U1, . . . ,UK will hide the
true value of the computation results, as will be shown in the
online phase. In doing so, encoding the masks with the random
matrices VK+1, . . . ,VK+T and MK+1, . . . ,Mr(K+T−1)+1

will hide the true values of the masks from the workers.

B. Online Phase
In the online phase, the user first selects a set of workers

S ⊆ [M ] where |S| = r(K + T − 1) + 1, and a hyperpa-
rameter K ∈ [K]. The worker and hyperparameter selection
mechanism will be detailed in the following section when we
introduce our resource-aware secure offloading mechanism.
Parameter K allows tuning the local computing workload
at the workers and provides a trade-off between the worker
computing load and the decoding load at the user; a larger
K will reduce the local computation load at the workers, at
the cost of increased decoding complexity at the user. In the
following, K will be referred to as the load distribution degree.

During the online phase, adversaries can observe any com-
munication link. The online phase consists of three stages.

1Without loss of generality, we assume l | K for K ∈ [K]. If l is not
divisible by K, one can use the smallest l such that l | K for K ∈ K.

1) Dataset Offloading: To hide the true dataset during
offloading, the user multi-casts a masked dataset,

X̂ = X−R (5)

to the selected workers S, using the random mask R ,[
RT

1 · · · RT
K

]
generated in the offline phase. The random

mask R hides the true content of X from the workers
2) Worker Computing: After dataset offloading, workers

need to compute the desired polynomial function F (·). To
enable higher order polynomial computations, worker j ∈ S
partitions the masked dataset into K equal-sized shards X̂ =
(X̂1, . . . , X̂K), and encodes them into a polynomial by using
the encoded mask R̃j generated in (3) from the offline phase,

X̃j =

K∑

k=1

X̂k

K+T∏

i=1,i6=k

αj − βi
βk − βi

+ R̃j (6)

=

K∑

k=1

Xk

K+T∏

i=1,i6=k

αj − βi
βk − βi

+

K+T∑

k=K+1

Vk

K+T∏

i=1,i6=k

αj − βi
βk − βi

, (7)

where the random masks {Rk}k∈[K] cancel out in (6), and
the dataset, partitioned into K shards X = (X1, . . . ,XK), is
embedded into a Lagrange polynomial of degree K+T −1 as
shown in (7). The random matrices VK+1, . . . ,VK+T prevent
the workers from learning the true dataset X during encoding.

Using the encoded dataset X̃j , worker j locally computes
the desired function F (X̃j). Before sending the result back
to the user, the worker uses the second encoded mask Ũj

from (4) to mask the local computation F (X̃j), and sends the
masked computation F (X̃j)− Ũj to the user.

Note that online communication is carried out over insecure
links, which can be observed by adversaries. To that end,
the second mask Ũj ensures that an adversary cannot learn
the true computation results F (X1), . . . , F (XK) even if they
eavesdrop on every online communication link, and learn
F (X̃j)− Ũj for all j ∈ S.

3) Decoding Final Results: After receiving the encoded
computation results F (X̃j)−Ũj from workers j ∈ S, the user
decodes the true computation results F (X1), . . . , F (XK).
From (6), X̃j can be viewed as an evaluation point of a
degree-(K + T − 1) polynomial φ(α) where X̃j = φ(αj).
Since F is a degree-r polynomial, F (X̃j) − Ũj can also
be viewed as an evaluation point of a degree-r(K + T − 1)
polynomial ψ(α) where F (X̃j) − Ũj = ψ(αj). In order to
decode the true computation results F (X1), . . . , F (XK), the
user can then interpolate ψ(α) by collecting F (X̃j) − Ũj

from at least |S| ≥ r(K + T − 1) + 1 workers, and recover
ψ(βk) = F (Xk)−Uk as,

ψ(βk) =
∑

j∈S

(
F (X̃j)− Ũj

) ∏

j′∈S,j′ 6=j

βk − αj′

αj − αj′
(8)

= F (Xk)−Uk (9)

2025 IEEE International Conference on Communications (ICC): SAC Machine Learning for Communications and Networking Track

6767
Authorized licensed use limited to: Univ of Calif Riverside. Downloaded on October 02,2026 at 17:58:08 UTC from IEEE Xplore.  Restrictions apply. 



after which the true result F (Xk) can be decoded as F (Xk) =
ψ(βk) + Uk for k ∈ [K], since the masks U1, . . . ,UK are
known by the user.

Note that the interpolation operation in (9) requires the com-
putations to be collected from at least |S| ≥ r(K+T −1)+1
workers for correct decoding. Since |S| ≤ M , this also
provides an upper bound K ≤ dM−1r − T + 1e = K.

IV. HIERARCHICAL NEURAL BANDITS FOR
RESOURCE-AWARE SECURE OFFLOADING

Our goal is to minimize the end-to-end latency while
maintaining information-theoretic privacy for the user dataset
X and computation results F (X) = (F (X1), . . . , F (XK)) as
shown in (2). We observe that increasing the load distribu-
tion degree K reduces the worker computation overhead, as
each worker only needs to process 1/Kth of the dataset X.
However, increasing K also increases the decoding complexity
at the user. Since the user is resource-limited, selecting an
optimal K is crucial to balancing the computation trade-off
between the user and workers.

To model the heterogeneous computation capabilities, we let
fU denote the CPU frequency of the user, and fW

j denote the
CPU frequency of worker j ∈ [M ], where fU � fW

j . Since
different workers may have varying computational resources,
it is necessary to choose the optimal set of workers for efficient
computation offloading. We assume that the CPU frequencies
of the workers are unknown to the user.

The user aims at determining the optimal workload alloca-
tion K and the set of workers S of size |S| ≥ r(K+T−1)+1
to participate in offloading to minimize the end-to-end latency,
which can be formulated as,

min
K,a1,...,aM

(
tO + max

j∈[M ]
{aj · tWj }+ tD

)

subject to K ∈
{

1, . . . ,K
}

∑

j∈[M ]

aj ≥ r · (K + T − 1) + 1

aj ∈ {0, 1}, ∀j ∈ [M ]

(10)

where the binary variable aj ∈ {0, 1} indicates whether
worker j ∈ [M ] is selected (aj = 1 if selected) by the user.

Since the computation latency of (5) is independent from
K and a1, . . . , aM , for the dataset offloading latency we con-
sider the communication latency for multi-casting the masked
dataset, and let tO = ld1b/R

O, where b = dlog2 pe is the
number of bits used to represent each element in Fp,

RO = B log

(
1 +

HminP
U

σ2

)
(11)

is the rate for multi-casting to the set of workers S, B is the
total bandwidth, Hmin = minj∈[M ]:aj=1Hj where Hj is the
channel gain between the user and worker j ∈ [M ], PU is
the transmit power of the user, and σ2 is the noise power. We
assume that perfect channel state information (CSI) is available
at the user [16] [17].

The processing latency tWj for worker j consists of lo-
cal computation and communicating the results to the user.
Worker-to-user communication uses OFDMA (Orthogonal
Frequency Division Multiple Access), and the total bandwidth
is divided equally across the selected workers S. The commu-
nication latency for worker j is given by ld2b/KRW

j , where

RW
j =

B

|S| log

(
1 +

HjP
W
j

σ2

)
(12)

denotes the rate from worker j to the user, PW
j is the transmit

power of worker j. On the other hand, due to the lack of
knowledge about the computation resources {fWj }j∈[M ] of
the workers, the local computation latency of each worker is
unknown to the user, which prevents conventional approaches
such as Branch and Bound to be applied to solve the integer
program in (10). To address this challenge, we next propose a
hierarchical neural bandit approach for resource-aware secure
offloading under heterogeneous resources.

Hierarchical Neural MAB for Secure Offloading. We
first decompose (10) into two sub-problems: 1) Workload
allocation (K), and 2) Worker selection (S), each of which
can be reformulated as a neural bandit problem. The goal of
the user is to learn the optimal workload allocation and worker
selection strategy within N rounds.

1) Workload Allocation: As described in Section III,
worker load allocation is controlled by parameter K. To that
end, we first transform the workload allocation task into a K-
armed neural MAB. We let each arm correspond to a potential
load distribution degree K ∈ {1, . . . ,K}, where the user acts
as the agent for arm selection. At round n, the user observes
a context vector for arm K, defined as:

c1n,K =
[
Hn,1, . . . ,Hn,M , τ

1
K

]
, (13)

where Hn,j represents the channel gain between the user and
worker j at round n, and τ 1

K is a one-hot indicator vector
for K. The user then computes the upper confidence bound
(UCB) score for each arm K [13],

U1
n,K = h1(c1n,K ;θ1

n−1) + γ

√
∇h>1 (Z1

n−1)
−1∇h1 (14)

where h1 is the output (estimated reward) of a neural network
parameterized by θ1, and ∇h1 represents the gradient. Z1

n−1
is a Gram matrix that aggregates the context information for
the selected arms up to round n−1, and γ is a positive scaling
factor. The user then selects the arm with the highest score,

Kn = arg max
K∈[K]

U1
n,K (15)

2) Worker Selection: After selecting the load distribution
degree Kn, the user then performs worker selection. We
transform the worker selection problem into an M -armed
combinatorial MAB, where each arm represents a worker, and
the user is the agent responsible for choosing the workers. At
round n, the user observes the context of arm j defined as,

c2n,j =
[
Hn,j , τ

1
Kn
, τ 2

j

]
(16)
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where τ 2
j is a one-hot vector indicating the current arm j, and

τ 1
Kn

is a one-hot vector indicating the load distribution degree
Kn selected by the first MAB. Then, the user computes the
UCB score of each arm,

U2
n,j = h2(c2n,j ;θ

2
n−1) + γ

√
∇h>2 (Z2

n−1)
−1∇h2 (17)

where h2 denotes the output of a neural network parameterized
by θ2, and ∇h2 represents the gradient. Z2

n−1 is the Gram
matrix that aggregates the context information for the selected
arms up to round n − 1. The user then selects the set
of arms (super-arm) Sn ⊆ [M ] corresponding to the top
|Sn| = r(Kn + T − 1) + 1 scores from (17).

Neural Bandit Training. The neural bandits are trained to
estimate the reward of each arm given the context information.
We consider an offline training and online testing strategy. For
workload allocation, the reward at round n is defined as,

rn = exp(−(tOn + max
j∈Sn
{tWn,j}+ tDn)). (18)

For worker selection, the reward for arm j at round n is2,

vn,j = exp
(
−
(
tOn + an,j · tWn,j + tDn

))
(19)

where we define the reward of the super-arm Sn as,

r(Sn,vn) = min
j∈Sn

vn,j (20)

After calculating the rewards from (18) and (19), the user
trains the neural bandits using gradient descent,

θj ← θj − η∇L(θj) for j ∈ {1, 2} (21)

where η is the learning rate, and L(·) is a quadratic loss
function defined as,

L(θ1) =
1

2

N∑

n=1

(h1(c1n,Kn
;θ1)− rn)2 + Ω(θ1) (22)

for workload allocation, and

L(θ2) =
1

2

N∑

n=1

∑

j∈Sn

(h2(c2n,j ;θ
2)− vn,j)2 + Ω(θ2) (23)

for worker selection, respectively, where Ω(·) is an L2-
regularization term. As we demonstrate in our experiments,
this hierarchical structure allows for a more efficient search
process and significantly outperforms using single MAB.

V. THEORETICAL ANALYSIS

Our framework provides information-theoretic privacy guar-
antees for both the dataset and computation results.

Theorem 1 (Information-theoretic privacy). To compute a
polynomial F of degree r in a network of M workers, our
framework guarantees information-theoretic privacy for both
the dataset X and computation results F (Xi) for i ∈ [l],
against any set of up to T adversarial workers,

I(X, {F (Xi)}i∈[l];A|F ) = 0 (24)

2We consider a semi-bandit feedback setting, where the user observes the
reward for each arm j ∈ Sn.

as long as M ≥ r(K + T − 1) + 1, where A denotes
the collection of all messages received or generated by the
adversaries, and F represents the computation task.

Proof (Sketch). Due to space limitations we provide a proof
sketch. Information-theoretic privacy of the dataset X follows
from the privacy guarantees of Double Lagrange Coding,
which follows from [12]. The privacy guarantees of the final
results F (Xi) for i ∈ [l] are due to the additive random
masks U1, . . . ,UK which are known only to the user, that
mask the true computations F (X1), . . . , F (XK) for the K
shards X1, . . . ,XK of the dataset X. Hence, the final results
F (X1), . . . , F (XK) can be decoded only by the user.

VI. EXPERIMENTS

Setup. We consider an inference task to classify images
from CIFAR-10 [18], using a (public) pre-trained polynomial
neural network (PiNet) from [15], with a polynomial degree
r = 2. We consider a network with 11 workers randomly
distributed within a 500 m × 500 m area. The channel gain
Hj between the user and worker j accounts for both large-
scale and small-scale fading. The path loss is defined as
128.1 + 37.6 log10(distj), where distj represents the distance
(in kilometers) between the user and worker j. The noise
power is −96 dBm, and the bandwidth is 2 MHz. The transmit
power for both the user and workers is 23 dBm. The CPU
frequency of the user is 10 MHz, while the CPU frequencies
of the workers follows a Beta distribution between 100 to 1000
MHz. Specifically, the CPU frequency of worker j is given by
fW
j = 100 + Beta(µ1, µ2) · (1000− 100), where Beta(µ1, µ2)

represents a random variable drawn from a Beta distribution
with shape parameters µ1 = 0.5 and µ2 = 0.5, scaled to the
range [100, 1000] MHz. The number of adversarial workers is
T = 1, whereas the finite field size is p = 226 − 5.

Baselines. We consider the following baselines for perfor-
mance evaluation.
• Hierarchical Neural UCB (HNUCB, ours): We employ

two 2-layer fully connected neural networks with a width
of 32 for our hierarchical neural bandit, one for worker
selection (M = 11) and one for computation load
optimization (K = 5), respectively.

• Neural UCB (NUCB) [13]: The user implements a single
neural contextual bandit with UCB exploration for joint
load allocation and worker selection. Each arm corre-
sponds to a joint load allocation (K) and worker selection
(S) action, resulting in a total number of 1, 013 arms. The
context vector for arm (K, j) at round n is defined as[
Hn,j , τ

1
K , τ

2
j

]
where K ∈ [K], j ∈ [M ]. For the neural

network, we utilize the same architecture as HNUCB, but
with a slightly larger width of 64 to accommodate the
larger dimension of the context vector.

• Linear Contextual Bandit (LUCB) [19], [20]: The user
implements conventional linear contextual bandits (as
opposed to neural bandits) using the same hierarchical
structure and contexts from HNUCB. This compares the
performance between linear vs. neural bandits.
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Fig. 2. Training performance for varying user dataset size (l).

• Best Channel [10]: User sets the load distribution level
to K = 1 and selects the set of |S| = r(K + T − 1) +
1 = 3 workers with the best channels. Setting K = 1
corresponds to well-known Shamir’s Secret Sharing [10].

Evaluation Metric. During training, performance is eval-
uated using the cumulative regret, where the optimal reward
in each round is evaluated through exhaustive search, where
we search for the optimal solution that provides the minimum
system latency across all computation load allocations K and
worker selections S. Note that exhaustive search is not feasible
in practice as the worker computation resources are not known
to the user apriori, hence is provided solely for comparison
purposes. In the test phase, we measure the average system
latency. The number of training and test rounds for the bandits
are set to 10, 000 and 5, 000, respectively. The results are
averaged based on three independent runs of the experiments.

Performance. Fig. 2 shows the cumulative regret of all
baselines during training, as the number of images processed
(l) increases. We observe that HNUCB consistently outper-
forms the other baselines. This can be attributed to HNUCB’s
ability to efficiently capture complex relationships between the
context and actions through the hierarchical neural architec-
ture. A comparison of our hierarchical framework (HNUCB)
with the conventional neural bandit (NUCB) supports this
intuition, as NUCB has to explore a significantly larger number
of arms due to its complex action space. In contrast, the
efficient exploration strategy in HNUCB helps balance ex-
ploration and exploitation more effectively, achieving lower
regret. We observe that Best Channel performs the worst
among all schemes, highlighting the necessity of learning
adaptive computation load at the workers, and that selecting
the workers with the best channel conditions is not sufficient.

Table I illustrates the average system latency for all base-
lines during test-time, for varying dataset size l. For compar-
ison, we also include the latency for exhaustive search (opti-
mal), and local computation at the user (termed Local), where
the user executes the computation locally, without offloading
to the workers. Note that in this case, computations can be
performed on the clear data, without the overhead for secure
computation. We observe that HNUCB again outperforms the
other baselines and achieves near-optimal system latency.

VII. CONCLUSION

We propose an adaptive secure offloading framework for
resource-aware computation offloading. Our framework en-
sures information-theoretic privacy for both the user data

TABLE I
TEST PERFORMANCE ACROSS THE BASELINES.

Schemes
Average system latency (seconds)

l = 1, 200 l = 3, 600 l = 6, 000
HNUCB (ours) 175.9 ± 11.0 536.2 ± 35.0 880.2 ± 55.4

NUCB 198.5 ± 9.6 699.7 ± 56.6 1045.0 ± 114.9
LUCB 205.3 ± 13.3 648.5 ± 41.5 1068.2 ± 56.3

Best Channel 504.7 ± 45.5 1526.7 ± 136.3 2542.2 ± 226.6
Local 2242.6 ± 0.0 6914.3 ± 0.0 11453.6 ± 0.0

Exhaustive search 125.4 ± 13.0 389.9 ± 39.1 649.0 ± 65.3

and computation results, while our experiments demonstrate
significant improvement across conventional baselines.
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